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Background

Research meetings are longitudinal and cumulative. Decisions and directions evolve across weeks.

Current AI systems often treat meetings as isolated text blocks, leading to significant challenges in maintaining 
a coherent research narrative.

Challenges in Long-Term Meeting Support:



Evolving Research Topics

Research ideas and TODOs 
evolve non-linearly across the 
research lifecycle.



Outdated vs. Current Directions 

Old directions may be updated or 
abandoned, requiring version 
control for thoughts.



Source Traceability 

Need to trace the origin and rationale 
behind specific design decisions.



Why Simple Baselines Are Not Enough

Approach What it does Limitation

Recent Chat Context Keeps only recent conversation turns Forgets earlier decisions and rationale

Flat RAG Retrieves similar transcript chunks Misses topic evolution and latest research state

Full Transcript
Places all available transcripts into the 
prompt

Costly, noisy, context-window limited, and hard to 
inspect



Comparison of Structured Memory Systems
Type Examples Core Idea Gap for Research Meetings

Fact / Salient Memory
Mem0, 
MemoryBank

Store salient memories for recall. Weak in evidence and rationale.

Note-based Memory A-Mem
Turn interactions into linked 
notes.

Links may be hard to verify.

Graph-based Memory
Zep / Graphiti, 
HippoRAG

Model entities and temporal 
relations.

Relations may miss research 
decisions.

Hierarchical Memory
H-Mem, 
MemGPT

Organize memory by hierarchy.
Not focused on evidence 
tracking.

Evidence-first 
Memory

Ours
Anchor memory in original 
evidence.

Targets traceable decisions and 
evolution.



Key Hypotheses

Core Vision

Long-term research 
memory should be 
reusable, inspectable, 
and correctable.

2 Topic-State Memory

Improves long-term reasoning.

3 Inspectable Retrieval

Increases human trust and controllability.

1 Traceable Evidence

Improves answer grounding and reliability.



How One Query Retrieves Layered Memory



Memory Construction



Retrieval Flow



Dataset What it contains Why we use it

Our Research Meeting 
Corpus

7 real senior-project meetings(~80K words), 
448 L1 objects, 32 L2  level topics, 3 L3 
groups(promoted from l2)

Main testbed for long-term memory, 
decision evolution, and cross-meeting 
QA

ICSI Meeting Corpus
31regular group meetings of research 
groups at ICSI , ~72 hours of audio, 
transcripts, metadata, speaker info

External test for generalization beyond 
project-specific data

Evaluation Questions

Our Corpus: 14 audited QA questions 
ICSI Corpus:13 held-out source-constrained QA 
questions 

Dataset & Evaluation Questions 



Evaluation Setup

Goal: Evaluate whether traceable hierarchical memory improves long-term research meeting QA compared with 
retrieval and memory baselines.

Evaluation Questions Types

● Recent / current active state

● Topic synthesis

● Cross-meeting recall

● Decision reasoning

Compared Methods

Structured Memory: Ours (L1+L2+L3)

Mem0 : Salient inferred memory baseline

H-Mem : Hierarchical note-style memory

Flat RAG: Retrieve transcript chunks directly

A-Mem: Atomic note-based memory



LLM-as-a-Judge Evaluation
Evaluation Framework: Each answer is evaluated with 4 common metrics and 1 question-type-specific metric to ensure 
quality and specificity.

1. Common Metrics (Base Quality)

Metric What It Checks

Factuality Consistent with source meeting facts

Facet Coverage Covers key factual facets expected

Hallucination Avoids unsupported decisions/rationale

Grounding Supported by meeting evidence

2. Question-Type-Specific Metric

Question Type Metric (Tests)

Evidence Lookup Context Specificity

Corpus Process Context Specificity

Temporal Evolution Explain changes/evolution

Knowledge Update Final Score/Decisions rationale

Final Quality Score = (0.7 × Mean of Base Quality) + (0.3 × Type-Specific Metric)



Dataset 1 - Performance Comparison

Overall Results: Structured Memory Performs Best. Our traceable hierarchical memory achieves the highest overall answer 
quality and the best acceptable-answer rate among all compared methods.

Method Avg. Quality Score Yes Rate Avg. Context Tokens

Method Avg. Quality Score Yes Rate Avg. Context Tokens

Structured Memory 4.709 92.9% 9,360

Mem0 Inferred 4.624 85.7% 7,717

H-Mem Note 4.420 64.3% 5,690

Flat RAG 4.051 57.1% 10,868

A-Mem 3.426 35.7% 11,526



Category Breakdown: Where Structured Memory Helps
Structured Memory Helps Most for Long-Term Reasoning: Structured Memory is especially effective when the question 
requires tracking topic evolution, decision rationale, and evidence across meetings.

Question Type Structured Memory Best Baseline Interpretation

Topic synthesis 4.883 / 100% 4.367 / 66.7%
Clear advantage in evolution 
summaries

Decision reasoning 4.910 / 100% 4.910 / 100% Matches best; stronger traceability

Recent context 4.767 / 100% 4.940 / 100%
Handled well by short-term 
memory

Cross-meeting recall 3.760 / 50% 4.525 / 100% Weakness in timeline coverage



Dataset 2 - Performance Comparison

Overall Results: Structured Memory performs best on ICSI, achieving higher quality and reliability than RAG while using 
fewer context tokens. 

Method Avg. Quality Score Yes Rate Avg. Context Tokens

Method Avg. Quality Score Yes Rate Avg. Context Tokens

Structured Memory 4.718 69.2% 7.5K

Mem0 Inferred 3.591 0% 3.7K

Flat RAG 3.704 15.4% 11.9K

A-Mem 3.295 0% 9.4K



Category Breakdown: Where Structured Memory Helps
Structured Memory Helps Most for Long-Term Reasoning: Structured Memory outperforms the best baseline on all ICSI 
question types, with the largest gains in topic synthesis and decision reasoning. Its weakest area is still cross-meeting 
recall, which suggests future work on improving temporal coverage. 

Question Type Structured Memory Best Baseline Interpretation

Topic synthesis 5.000 / 100% 3.795 / 0%
Strongest advantage in topic 
evolution summaries

Decision reasoning 4.780 / 50% 3.700 / 0%
Higher quality, but acceptable 
rate drops under stricter 
judging

Recent context 4.653 / 66.7% 3.997 / 0%
Still better than baselines, but 
not always fully acceptable

Cross-meeting recall 4.635 / 66.7% 3.988 / 33.3%
Best quality, but 
timeline/evidence coverage 
remains weak



Memory Observatory makes retrieval inspectable

1 Visibility of Logic
Shows query, router decision, L1 seeds, 
L2 expansion, and context.

2 Sidecar Feedback
Allows inspection and correction 
without rewriting raw L1 evidence.

3 Auditable Evidence
Turns retrieval from a black box into an 
auditable chain of evidence.











Contribution

● Proposed a traceable hierarchical memory system for long-term research 
meetings.

● Built memory with L1 evidence, short-term active state, and L2/L3 topic 
structure.

● Designed an evidence-first retrieval flow for grounded and inspectable QA.

● Developed Memory Observatory to visualize retrieval traces and support 
correction.

● Showed better QA quality than RAG and other memory baselines.



Future Work

● Scale evaluation with more meetings, questions, and human validation.

● Improve temporal evolution tracking for latest research direction changes.

● Enhance retrieval ranking to reduce missing-evidence cases.

● Support more interactive human-AI memory inspection and correction.

● Study long-term cost and maintenance as meeting data grows.



Thank You


